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In this article, a new hypothesis on facial beauty perception is proposed: the weighted average of two facial geometric fea-
tures is more attractive than the inferior one between them. Extensive evidences support the new hypothesis. We collected
390 well-known beautiful face images (e.g., Miss Universe, movie stars, and super models) as well as 409 common face images
from multiple sources. Dozens of volunteers rated the face images according to their attractiveness. Statistical regression mod-
els are trained on this database. Under the empirical risk principle, the hypothesis is tested on 318,801 pairs of images and
receives consistently supportive results. A corollary of the hypothesis is attractive facial geometric features construct a con-
vex set. This corollary derives a convex hull based face beautification method, which guarantees attractiveness and minimizes
the before–after difference. Experimental results show its superiority to state-of-the-art geometric based face beautification
methods. Moreover, the mainstream hypotheses on facial beauty perception (e.g., the averageness, symmetry, and golden ratio
hypotheses) are proved to be compatible with the proposed hypothesis.
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1. INTRODUCTION

Physical facial attractiveness affects a diverse range of critical social outcomes. It has been demon-
strated that attractive young adults are assumed to have more positive personalities, career success,
and marital happiness [Penton-Voak 2011; Little et al. 2011; Little et al. 2006; Langlois et al. 2000].
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Therefore, perception of facial beauty has attracted the interest of researchers from diverse fields such
as philosophy, psychology, evolutional biology, orthodontics, aesthetic plastic surgery, and computer sci-
ence. They study facial beauty perception for two reasons. First, it gives insight into the psychology for
explaining human behavior as well as into evolutional biology for discovering evolutionary directions
and the corresponding biological benefits. Second, it guides practical applications such as suggesting
aesthetic surgery plans, online dating recommendations, and photo retouching.

Most research aims at exploiting the general pattern of facial beauty perception. However, one im-
portant concern is whether beauty is in the eye of the beholder or beauty has a universal standard.
Langlois et al. [2000] and Cunningham et al. [1995] demonstrated high beauty rating congruence
over ethnicity, social class, age, and gender. Mu [2013] reported that in his experiment, the interrater
correlation mainly distributed at an interval of 0.4–0.7. These studies suggest that although some in-
dividual and cross-cultural differences exist, people use similar criteria in their judgments of facial
beauty. This is the rationale for facial beauty perception research.

For decades, the focused problem has been what traits make a face attractive. A number of hypothe-
ses have been proposed, among which the averageness hypothesis is the most influential and most
investigated one. Langlois and Roggman [1990] demonstrated that composite faces were shown to be
more attractive than most of the faces used to create them, and higher-order composites were even
more attractive. However, the averageness hypothesis has been widely debated. Perrett et al. [1994]
found that composites of beautiful people were rated more appealing than composites from the larger,
random population. Alley and Cunningham [1991] also supported the idea that there is not a unique
beauty prototype. Hence, although average faces are attractive, attractive faces are mostly not average.
Symmetry is another sufficiently investigated trait due to its potential biological benefit [Rhodes 2006].
Studies measuring symmetry from unmanipulated faces have reported positive correlations with rated
attractiveness [Perrett et al. 1999; Penton-Voak et al. 2001]. However, Swaddle and Cuthill [1995] and
Kowner [1996] demonstrated that the low degree of facial asymmetry found in normal people did not
affect attractiveness ratings. Schmid et al. [2008] and Chen and Zhang [2010] evaluated the contri-
bution of symmetry in explaining the facial beauty concept by using datasets with hundreds of rated
face images. They found that symmetry slightly increased the R2 statistics, but the effect was weak.
In addition to averageness and symmetry, golden ratios have been believed by some investigators to
underlie the aesthetics of an ideal face [Atiyeh and Hayek 2008; Jefferson 2004]. Marquardt [2002]
constructed the Phi mask, as shown in Figure 1, from a series of golden components and claimed that
it was the perfect face shape. Nevertheless, the validity of these putative rules is still in question.
Recent studies have shown that the most attractive ratios are not exactly golden ratio [Holland 2008;
Peron et al. 2012]. Fan et al. [2012] generated a synthesized face image that has neoclassical canons
and the most possible golden ratios, but it only received a below normal rating. Figure 1 also shows
that the Phi mask does not fit the average face well, which implies that the averageness hypothesis
and the golden ratio hypothesis are not compatible. More recently, researchers began to build compu-
tational models of facial beauty by using multiple traits (e.g., averageness, symmetry, golden ratios,
neoclassical canons, and skin smoothness) [Mu 2013; Schmid et al. 2008; Fan et al. 2012; Kagian et al.
2008; Eisenthal et al. 2006; Whitehill and Movellan 2008; Sutic et al. 2010; Gray et al. 2010]. They first
collected human ratings of the attractiveness of the face images in their databases and extracted the
facial features, which quantitatively measured the traits. Then computational models were built us-
ing machine-learning methods such as linear regression and support vector regression (SVR) [Vapnik
1995]. The models were usually evaluated by Pearson correlation between machine-predicted attrac-
tiveness scores and human ratings. Table I is a brief review of existing works on regression models
of facial beauty. The performances are different due to various datasets as well as different features
and learning methods. These models can be used to predict the attractiveness of a face, but they are
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Fig. 1. An average face generated with 200 Caucasoid female faces overlapped with the Phi mask.

Table I. Review of Existing Works on Regression Models of Facial Beauty

Datasets Performance
Author Number Race Annotation Features Methods (Pearson’s ρ)
Eisenthal et al. [2006] 92 Caucasian 7-scale Geometric Linear regression 0.6
Schmid et al. [2008] 452 Caucasian 10-scale Geometric Linear regression 0.49
Kagian et al. [2008] 91 Caucasian 7-scale Geometric Linear regression 0.82
Whitehill and Movellan [2008] 1000 Diverse 4-scale Texture SVR 0.45
Gray et al. [2010] 2056 Caucasian 10-scale Texture Neural Network 0.46
Fan et al. [2012] 432 Synthesized 9-scale Geometric Non-linear regression 0.8

not suitable for discovering or verifying a theory or understanding the inner structure of psychological
phenomena [Thompson 1995; Cohen 2008].

Suppose attractiveness is a function of facial features, which is called the facial beauty perception
function, and all previous works endeavor to discover the independent variables of the perception
functions. In this article, we propose a new hypothesis on facial beauty perception: the weighted aver-
age of two facial geometric features is more attractive than the inferior (less attractive) one between
them. Different from the previous works, the new hypothesis is about the characteristics of the percep-
tion functions. The underlying assumption is that although individual differences exist, the perception
functions may share some identical properties. The hypothesis is defined on geometric features, assum-
ing other factors are randomized, for the following reasons. First, geometric features play an important
role in facial beauty perception, as shown in Table I. Second, they are robust to illumination changes,
resolution variations, and compression loss. Third, the mathematical operations of geometric features
are easier to understand than texture and color features. In order to test the validity of the hypothesis,
we built a database including 390 well-known beautiful face images and 409 common face images. The
images are confined to be female, frontal, and with neutral or gentle smile expressions. They were
rated by 25 volunteers according to their attractiveness. Statistical regression models are trained on
this database. We test the hypothesis on 318,801 pairs of female images and obtain consistently sup-
portive results. To our knowledge, this is the first time facial beauty perception has been investigated
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from the perspective of function characteristics. The new hypothesis gives us a deeper understanding
of facial beauty perception.

One application of the hypotheses of facial beauty perception is face beautification. Each hypothesis
corresponds to one approach. For example, the averageness hypothesis evokes a beautification method
that warps the face to the average face shape [Zhang et al. 2011]. It leads to similar results for every
input face and loses personal details. The symmetry hypothesis corresponds to the method that makes
a face ideally symmetric. It cannot guarantee that the results are beautiful. The golden ratio hypoth-
esis corresponds to the method that makes a face to satisfy the most possible golden ratios. Similar to
the method based on the averageness hypothesis, this method also enforces too many constraints on
the beautified results. The regression models correspond to the method that warps a face image to the
shape with a higher attractive score [Leyvand et al. 2008]. The performance of this method depends
on the accuracy of the regression models and has the local optimum problem. In this article, a convex
hull-based face beautification method is derived from a corollary of the proposed hypothesis. It guar-
antees attractiveness and minimizes the differences between the original and the beatified faces at
the same time. The good performance of this beautification method shows the fruitfulness of the new
hypothesis.

Furthermore, we investigate the compatibility between the new hypothesis and other mainstream
hypotheses. It is proved that the averageness hypothesis, the symmetry hypothesis, and the golden
ratio hypothesis are all compatible with the new hypothesis.

The rest of the article is organized as follows: In Section 2, we define some notations and intro-
duce the new hypothesis on facial beauty perception. In Section 3, we perform an empirical proof of
the hypothesis. In Section 4, we give a corollary of the hypothesis and propose the convex hull-based
beautification method. We compare it with state-of-the-art methods and analyze their intrinsic rela-
tionships. In Section 5, we discuss the compatibility between the new hypothesis and other hypotheses.
Finally, we conclude the article with a discussion of future work in Section 6.

2. NOTATIONS AND THE NEW HYPOTHESIS

In this section, we define some notations and give a new hypothesis on facial beauty perception. Note
that we focus on geometric features, assuming other factors are randomized. The geometric structure
of a face is described by using 98 landmarks, as shown in Figure 2. They distribute on the contours
of the face and the main facial organs, including the eyebrows, eyes, nose, and mouth. The landmarks
are denser where the contours have larger curvatures. The x- and y-coordinates of the landmarks are
concatenated to form a vector, that is:

L = (x1, x2, . . . , x98, y1, y2, . . . , y98)T , (1)

where T denotes the transpose operator. L is defined in the coordinate system on the original image.
In order to filter out translation, rotation, and scale variations, we perform Procrustes superimposition
on the landmark features [Dryden and Mardia 1998]. It contains three steps: center alignment, scale
normalization, and iterative rotation alignment (see Appendix A). The results are defined as geometric
features, which are denoted by g. If we use G to denote the set of geometric features of all valid faces,
then G locates at a concentrated region in the 196-dimensional vector space [Zhang et al. 2011]. For
any g1 and g2 ∈ G, we assume the convex combination of them is also a geometric feature of a valid
face, that is, θg1 + (1 − θ )g2 ∈ G, 0 ≤ θ ≤ 1.

Attractiveness s is a function of the geometric feature, that is:

s = f (g), (2)
ACM Transactions on Applied Perception, Vol. 11, No. 2, Article 8, Publication date: May 2014.
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Fig. 2. The layout of the 98 landmarks on a face image.

where f is called the facial beauty perception function. We now give the weighted average hypothesis,
which is abbreviated to WA hypothesis.

Hypothesis 2.1 (Weighted Average). Given two distinct facial geometric features g1 and g2 ∈ G, the
attractiveness of any weighted average of them is not less than that of the less attractive one, that
is, f (θg1 + (1 − θ )g2) ≥ min{ f (g1), f (g2)}, 0 ≤ θ ≤ 1.

3. EMPIRICAL PROOF OF THE WA HYPOTHESIS

To prove the WA hypothesis, we need to know G and f (.). However, we can get neither G nor f (.) exactly.
What we have is a collection of facial geometric features and their corresponding attractiveness scores.
Given those data as a training set, f (.) can be learned using statistical regression techniques, such as
linear regression and SVR. The data can be considered as a sample from (G, f (.)). Analogous to the
empirical risk minimization (ERM) principle [Vapnik 1995], a loss function is defined as

Remp =
∑

g1,g2∈G,g1 �=g2
I(γ < min{ f (g1), f (g2)})∑
g1,g2∈G,g1 �=g2

1
, (3)

where I(.) is the indicator function and

γ = min
θ

f (θg1 + (1 − θ )g2).

Remp measures the probability that the WA hypothesis fails.
In the following subsections, detailed implementation of the empirical proof is presented, includ-

ing building a face image dataset, collecting attractiveness ratings, performing attractiveness score
regression, and testing the WA hypothesis using Eq. (3).

3.1 Face Image Dataset

The dataset for the facial beauty study is required to have sufficient variability in attractiveness. As
far as we know, none of the existing open face databases are designed considering this requirement.
There are few extremely beautiful faces in existing databases, and the faces often come from limited
ethnic groups. In order to build a face database with diversified attractiveness and ethnic groups, we
collected 390 celebrity face images of Miss Universe, Miss World, movie stars, and super models via
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Fig. 3. Histogram of the attractiveness scores of the celebrity and common face images in our dataset.

Google and 409 common face images from a face research website (http://faceresearch.org), Flicker, and
other face databases (XM2VTS [Messer et al. 1999] and Shanghai [Zhang et al. 2011] databases). All
face images are confined to be female, frontal, and with near-neutral expressions (neutral and gentle
smile are allowed) and have adequate resolution.

The 98 landmarks of the face images are extracted semiautomatically using the active shape model
(ASM) method [Cootes et al. 1995], which works well for frontal face images. In order to further im-
prove the precision of the landmark positions, we also develop a tool for manual adjustment. In this
way, we obtain the landmarks efficiently and precisely.

3.2 Attractiveness Score Collection

Human rating is a usual approach to measure attractiveness. Conventionally used measurement scales
are 5-point, 7-point, and 10-point scales. However, according to our experience, people find it more
difficult and time consuming to rate with more points of scale. Because our dataset contains more
images than previous studies, in order to release the burden of raters, we use a 3-point integer scale: −1
(unattractive), 0 (common), and 1 (very attractive). An interactive tool for image rating was developed,
which displayed face images in random order. The raters were asked to first scan through the entire
dataset to obtain a general notion of the relative attractiveness of the images and then proceed to the
actual rating stage. A rater could look at a picture for as long as he or she liked and then score it. In
total, 25 volunteers attended the rating procedure, most in their 20s. On average, each person spent
40 minutes to rate 799 images. The attractiveness score of a face image is the mean of its ratings
across all raters. Figure 3 presents the histogram of the attractiveness scores of the face images in our
dataset. We can see that most of the celebrity face images achieve higher attractiveness scores than
the common ones.

3.3 Attractiveness Score Regression

Regression aims to find a smooth function f, which maps a d-dimensional feature vector to a scalar
value, that is, f : Rd → R. Multivariate linear regression and SVR are two popular regression tech-
niques in the facial beauty study. Linear regression models data with linear functions, while by using
various kernels, SVR can fit highly nonlinear functions. It is demonstrated in Leyvand et al. [2008] and
Whitehill and Movellan [2008] that SVR with radial basis function (RBF) kernels outperforms other
regression methods when modeling facial beauty perception.

Given a set of input feature vectors and their corresponding attractiveness scores, linear regression
and SVR models can be constructed with well-established algorithms. Considering the high correlation
between landmarks, we perform principal component analysis (PCA) on the geometric feature space for
dimension reduction. Linear regression and SVR models are then trained on the PCA coefficient space.
ACM Transactions on Applied Perception, Vol. 11, No. 2, Article 8, Publication date: May 2014.
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Fig. 4. R2 statistic of (a) linear regression models and (b) SVR models trained with increasing number of PCA coefficient
features.

The linear regression is conducted by the least-squares approach. The preset parameters for the SVR
models are determined by grid search. In order to decide the number of the dimensions to use, we train
the models with an increasing number of PCA coefficients, which are sorted by their corresponding
eigenvalues, with the large eigenvalues ranked in the front. The experiment is performed with the
setting of 10-fold cross-validation. The R2 statistics, which is called coefficient of determination, is
a statistical measure of how well a regression model fits the data. It measures the proportion of total
variation of outcomes explained by the model. It is calculated as the square of the correlation coefficient
between the outputs of the model and the ground truth values. Figure 4 presents the experimental
results. We can see that the R2 of the testing set stops growing when the number of dimensions reaches
30. However, the R2 of the training set grows monotonously as the number of dimensions increases,
which implies the occurrence of overfitting. Compared to linear regression, SVR has a more serious
overfitting problem. In order to control overfitting, we reduce the dimensionality from 196 to 30 and
conduct regression on the low-dimensional space. The SVR model achieves an R2 of 0.63 on the testing
set; that is, the correlation between the predicted score and the ground truth is 0.79, which is slightly
better than the linear regression model, whose R2 is 0.6 and correlation coefficient is 0.77.

3.4 Test the Hypothesis

Given an attractiveness function f and a face image dataset, it is straightforward to test the WA
hypothesis using Eq. (3). There are totally C2

N possible pairs in a dataset with N face images. For
each pair of face images, test if minθ f (θg1 + (1 − θ )g2) ≥ min{ f (g1), f (g2)} is true with 0 ≤ θ ≤ 1. For
simplicity, θ is discretized into 0, 0.1, 0.2, . . . , 1.

A linear model is an affine function. For a line segment in the input space, the outcome of the model
is still a line segment. Hence, the model outcomes of the points on the line segment are between those
of the two endpoints. In this case, the WA hypothesis is inherently true.

An SVR model can capture nonlinearity, which is more complex than linear models. We substitute
f (.) in Eq. (3) into the learned SVR model and obtain Remp = 0.0114; that is, the WA hypothesis holds
at a probability of 98.86% under the SVR model. In order to measure the extent of the violation when
the WA hypothesis fails, we define

δ = min
θ

f (θg1 + (1 − θ )g2) − min{ f (g1), f (g2)}. (4)

ACM Transactions on Applied Perception, Vol. 11, No. 2, Article 8, Publication date: May 2014.
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Fig. 5. Histogram of δ (the amount of violation) when the WA hypothesis fails (δ < 0).

Fig. 6. The SVR model maps line segments in the feature space into three types of curves: (a) monotonous, (b) nonmonotonous
and concave, and (c) nonmonotonous and convex. They account for 53.64%, 45.22%, and 1.14% of likelihood, respectively.

Figure 5 shows the histogram of δ when the WA hypothesis fails (δ < 0). The minimal of δ is −0.1411,
and the median of the violation is −0.0095. Compared to the whole attractiveness score scale of [−1, 1],
the violation is small. Hence, both the probability and amount of violation are very small.

Furthermore, we explore the response curves of the SVR model in detail. Our dataset contains C2
799 =

318801 pairs of images. Each pair of face images can construct a line segment in the feature space. The
SVR model maps the line segments in the feature space into three categories of curves: (a) monotonous,
(b) nonmonotonous and concave, and (c) nonmonotonous and convex, as illustrated in Figure 6. The (a)
and (b) categories of curves satisfy the hypothesis. They contribute 53.64% and 45.22% of likelihood,
respectively. The (c) category of curves violates the hypothesis. It accounts for 1.14% of likelihood. In
order to test if these curves are consistent with human judgments, we generated image sequences
corresponding to the three categories of curves, as shown in Figure 7. The leftmost and rightmost
images are with geometric features g1 and g2. The images in between them have geometric features
θg1 + (1− θ )g2 with θ = 0.2, 0.4, . . . , 0.8. They are generated by warping the two original face images to
a desired geometric feature and averaging their pixel values. For each category of curves, we randomly
selected 20 sequences. The images corresponding to θ = 0, θ = 0.5, and θ = 1 in each sequence make
up a group of stimuli, as shown in Figure 8. In total, 60 groups of stimuli were shown to 26 subjects
(16 male, 10 female, ages 21 to 29), who were requested to choose the least attractive face among the
three faces in each group. Within a group, the three images were presented in random order. Figure 9
shows the voting results. We can see that the (a) and (b) categories of curves agree with the human
judgments. However, for the stimuli corresponding to type (c) curves, almost all the subjects dislike the
ACM Transactions on Applied Perception, Vol. 11, No. 2, Article 8, Publication date: May 2014.
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Fig. 7. Image sequences corresponding to the three categories of response curves: (a) monotonous curves (Figure 6(a)),
(b) nonmonotonous and concave curves (Figure 6(b)), and (c) nonmonotonous and convex curves (Figure 6(c)). The leftmost
and rightmost images are with geometric features g1 and g2, and the images in between have geometric features θg1 + (1 − θ )g2,
with θ = 0.2, 0.4, . . . , 0.8.

Fig. 8. Example stimuli for the perceptual experiment on re-
sponse curves. Each row presents a group of stimuli with θ =
0, 0.5, and 1.

Fig. 9. The percentage of votes for the least attractive faces
in the image sequences corresponding to the three categories
of response curves.

θ = 0 or θ = 1 images instead of the θ = 0.5 ones. This result disagrees with type (c) curves but
supports the WA hypothesis. Therefore, it is more likely that the violation, that is, the type (c) curves,
is caused by the artifacts of the SVR model. As we see in Figure 4(b), overfitting may exist in SVR
models.

To summarize, statistical regression models trained on our dataset strongly agree with the hypoth-
esis. Linear models are inherently consistent with the hypothesis. The SVR model agrees with the
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Fig. 10. Illustration of the convex hull-based face beautification method.

hypothesis at a probability of 98.86%, and the small likelihood of violation is very likely to be caused
by the artifacts of the SVR model.

4. COROLLARY OF THE HYPOTHESIS AND CONVEX HULL-BASED FACE BEAUTIFICATION

4.1 Corollary of the WA Hypothesis

COROLLARY 4.1. Suppose that a facial geometric feature g is defined to be attractive if f (g) > t; that
is, B = {g | f (g) > t} is a set of attractive facial geometric features. Then B is a convex set.

PROOF. For ∀g1, g2 ∈ B, and ∀θ ∈ [0, 1], according to the WA hypothesis, f (θg1 + (1 − θ )g2) ≥
min{ f ( g1), f ( f2)} > t. Hence, θg1 + (1 − θ )g2 ∈ B. The corollary is proved.

4.2 Convex Hull-Based Face Beautification

Given a set of attractive examples C = {g1, g2, . . . , gM}, where gi ∈ B, i = 1, . . . , M, the convex hull of
C, denoted by convC, is the set of all convex combinations of points in C, that is:

convC =
{

M∑
i=1

θigi | gi ∈ C, θi ≥ 0,

M∑
i=1

θi = 1

}
. (5)

It is the smallest convex set that contains C: if B is a convex set that contains C, then convC ⊆ B
[Boyd and Vandenberghe 2004]. Hence, the elements in convC are guaranteed to be attractive.

In our dataset, the faces with attractiveness scores larger than 0.2 are considered as beautiful faces,
which are assumed to have attractive geometric features. They are used to construct C. For any input
face, which has a geometric feature g0, its nearest point in convC, denoted by ĝ, is treated as the
beautification result of g0, that is:

ĝ = argmin
g∈convC

‖g − g0‖, (6)

where ‖.‖ is Euclidean distance. Figure 10 illustrates this convex hull-based face beautification
method. The problem in Eq. (6) can be recast and solved as a norm approximation problem of the
ACM Transactions on Applied Perception, Vol. 11, No. 2, Article 8, Publication date: May 2014.
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Fig. 11. Results of the convex hull-based face beautification method. The top row contains face images before beautification,
and the bottom row contains those after beautification. The first and second images are from the FERET database [Phillips et al.
1998], the third and fourth images are from the Shanghai database [Zhang et al. 2011], and the last image is from one of our
authors. For the privacy issue, the textures of the faces are mixed with that of the average face.

form:

minimize ‖Aθ − g0‖,
s.t. 0 ≤ θi ≤ 1, i = 1, . . . , M, 1T θ = 1, (7)

where A = [g1, g2, . . . , gM]. Each column of A is a geometric feature in set C; thus, A ∈ R196×M and
Aθ = θ1g1 + · · · + θMgM. To solve Eq. (7), we use CVX, a package for specifying and solving convex
programs [Grant and Boyd 2008, 2012]. Then we obtain the optimal weighting vector θ̂ , and ĝ = Aθ̂ is
the beautification result of g0.

4.3 Results

In our experiments, 232 face images whose attractiveness scores are larger than 0.2 are used to con-
struct an attractive convex hull. The other 567 face images are to be beautified. We first detect facial
landmarks and conduct Procrustes superimposition to obtain the geometric features. Then, by solving
Eq. (7), we obtain the beautified geometric features. We transform them into landmarks in the coor-
dinate system on the input images and warp the input face images according to those landmarks. For
image warping, we apply the moving least squares (MLS) method [Schaefer et al. 2006], which creates
deformations by solving a small linear system (2×2) at each point in a uniform grid. It has closed-form
solutions and can minimize the amount of local scaling and shear. Figure 11 shows some examples of
face images before and after beautification. In order to evaluate the effectiveness of our beautification
method, a perceptual experiment was performed. We randomly selected 200 pairs of faces (before and
after beautification) as the stimuli. The participants were 26 young Chinese adults (16 male, 10 female,
ages 21 to 29 years). They were shown pairwise stimuli and told to select the more attractive face in
each pair. The positions of the faces (left or right) in each pair were determined randomly and the 200
pairs were shown in random order. For each pair of stimuli, the percentage of subjects selecting the
beautified version was calculated (Figure 12(a)). This produces 200 preference scores. The null hypoth-
esis predicts the mean of these scores to be 50%. The preference scores were shown to be in favor of the
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Fig. 12. The percentage of votes for the beautified version (a) across the 200 pairs of faces and (b) across the 26 raters.

beautified version (mean = 87.25%, t199 = 45.57, p < 0.005). A complementary analysis was performed
across subjects (N = 26) rather than across faces (N = 200). For each subject, the percentage of beau-
tified version chosen was calculated (Figure 12(b)). One sample t-test showed that subjects preferred
more of the beautified version than expected by chance (mean = 87.18%, t25 = 24.82, p < 0.005). Anal-
ysis of variance (ANOVA) showed that the responses of male and female subjects had no significant
difference (F1,24 = 0.027, p = 0.87).

The beautification results are convex combinations of beautiful faces. We find the weighting vectors
are sparse. Specifically, there are only 2–20 nonzero elements in the weighting vectors, which is much
less than the number of faces constructing the convex hull.

4.4 Comparison and Discussion

In this part, we compare the convex hull-based face beautification method with other geometric-based
face beautification methods, including averageness-, KNN-, and SVR-based methods, and discuss their
intrinsic relationships.

The averageness-based beautification method [Zhang et al. 2011] makes all beautification results
close to an average face. Since the average face is known to be attractive, it is in the convex hull.
Hence, the solution set of the averageness-based method is a subset of that of the convex hull-based
method. The KNN-based beautification method [Melacci et al. 2009] finds k nearest neighbors of an
input face from a set of beautiful faces and warps the input face image to the weighted average of the
k beautiful face shapes, that is:

ĝ =
∑k

i=1
1
di

gi∑k
i=1

1
di

, (8)

where di is the distance between the input face shape and the beautiful face shape gi. The results
of the KNN-based method are convex combinations of beautiful face shapes. Hence, the solution set
of the KNN-based method is also a subset of that of the convex hull-based method. Figure 13 illustrates
the relationships of the three methods. The solution sets of them are all guaranteed to be attractive,
and the convex hull-based method has a larger solution set than the other two methods.

When the attractiveness is guaranteed, another desired property is keeping as many details of
the original face as possible. A larger solution set gives more freedom to the beautification results
and keeps more details. From this point of view, the convex hull-based method is better than the
averageness- and KNN-based methods. Figure 14 shows some beautification results. We can observe
ACM Transactions on Applied Perception, Vol. 11, No. 2, Article 8, Publication date: May 2014.
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Fig. 13. Relationships of averageness-, KNN-, and convex hull-based beautification methods. B represents the set of beautiful
face shapes.

Fig. 14. Beautification results using averageness-, KNN-, and convex hull (our method)-based methods. The averageness-based
method warped the original faces exactly to the shape of the average face. The original images of (a) and (b) are from the
Shanghai database [Zhang et al. 2011], and the original image of (c) is from the FERET database [Phillips et al. 1998; Phillips
et al. 2000]. For the privacy issue, the textures of the faces are mixed with that of the average face.
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that (1) the averageness-based method leads to a similar result for every input face; and (2) the re-
sults of our method and the KNN-based methods are similar, but our method keeps more personalized
details. For example, in Figure 14(a), the face shape of our beautification result is thinner and more
similar to the original faces, and in Figure 14(b) and (c), the mouth is a salient feature of the original
faces and our method keeps more details on the mouth part compared with the other two methods. A
perceptual experiment was carried out to compare the results of the three methods. The participants
were 40 young Chinese adults (20 male, 20 female, ages 22 to 29 years). The original face image and
the beautification results of the three methods constituted a group of stimuli. We first compared the
attractiveness of the results. Twenty participants (10 male, 10 female, randomly selected) were shown
group-wise stimuli and told to select the most beautiful face in each group. The positions of the faces in
each group were determined randomly. For each participant, the percentages of choices for the original
faces and the results of different beautification methods were calculated. The beautification results of
all three methods were preferred to the original images (t19 = 3.58, p < 0.005 for the averageness-
based method; t19 = 7.96, p < 0.005 for the KNN-based method; t19 = 13.29, p < 0.005 for the
convex hull-based method). The beautification results of the convex hull-based and KNN-based meth-
ods were preferred to the averageness-based methods (t19 = 5.74, p < 0.005; t19 = 10.80, p < 0.005,
respectively). The preferences of the beautification results by the convex hull-based and KNN-based
methods have no significant differences (t19 = 1.778, p = 0.091). The male and female participants
showed no significant difference between their responses (F1,18 = 0.31, p = 0.588). Then, we compared
the similarity between the beautification results and the original faces. The original faces were shown
on the left and the beautification results were shown on the right with random orders. The other 20
participants (10 male, 10 female) were shown the group-wise stimuli and told to select the face most
similar to the original face in each group. Matched t-tests showed that the convex hull-based method
obtained results more similar to the original faces than the averageness-based method (t19 = 8.59,
p < 0.005) and the KNN-based method (t19 = 3.91, p < 0.005). The male and female participants
had no significant difference between their responses (F1,18 = 5.29, p = 0.034). The results of the
perceptual experiment agree with our previous analysis.

Leyvand et al. [2008] proposed an SVR-based beautification method. They did not perform Pro-
crustes superimposition but constructed 234-dimensional distance feature vectors by Delaunay trian-
gulation on 84 facial landmarks for the reason that the distance features are easy to be normalized.
The disadvantage of distance features is that once a beautified distance vector is obtained, a dis-
tance embedding process is required, which is nontrivial and sometimes could not obtain a valid face
[Leyvand et al. 2008]. After Procrustes superimposition, our geometric features are congenitally invari-
ant of translation, rotation, and scale, so we can use them directly. Similar to Leyvand et al. [2008],
we perform PCA on the geometric features to reduce the number of dimensions from 196 to 30, which
can preserve 93.78% of the total variations. Then a regression model is built using SVR with RBF
kernels. The beautification is implemented by changing an input feature vector toward the direction
that can increase the attractiveness score predicted by the SVR model. It is reported in Leyvand et al.
[2008] that for some samples, the SVR-based method yields results that do not correspond to valid
human faces. Hence, they added a regularization term to prevent the absolute feature values (PCA
coefficients) from getting too large. However, according to our observation, for some instances, the di-
rections are not appropriate from the beginning and in this case the regularization cannot help. For
example, Figure 15 shows some beautification results using the SVR-based method. The numbers be-
low the image series are their attractiveness scores predicted by the SVR model. We can see that as
the SVR-predicted attractive score increases, the faces become more and more strange and even un-
like valid faces. This is because the SVR model has an overfitting problem, especially for where the
data are sparsely distributed. A perceptual experiment was performed to validate this observation.
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Fig. 15. Comparison between the SVR- and the convex hull (our method)-based methods. The numbers below the SVR beauti-
fication results are their corresponding predicted attractiveness scores. The SVR-based method leads to strange-looking faces,
while our method is more robust and always obtains valid results with higher attractiveness.

For a fair comparison, we controlled the amount of deformations by the two methods to be the same,
that is, ‖ĝsvr − g‖ = ‖ĝch − g‖, where g is the geometric feature of the original face; ĝsvr and ĝch are
beautified geometric features by the SVR- and convex hull-based methods, respectively. The stimuli
were 20 pairs of beautification results obtained by the two methods. The participants were 30 Chinese
adults (20 male, 10 female, ages 22 to 29 years). They were shown the pairwise stimuli and told to
select the more attractive face in each pair. The positions of the faces in each pair were determined
randomly. Matched t-test was carried out and showed that the convex hull-based beautification results
were preferred to the SVR-based beautification results (t29 = 19.35, p < 0.005). The male and female
participants had no significant difference between their responses (F1,28 = 0.30, p = 0.588). Compared
with the SVR-based method, the convex hull-based method does not need to train a regression model,
has no free parameters to preset, and guarantees to obtain valid results with higher attractiveness.

5. COMPATIBILITY WITH OTHER HYPOTHESES

The WA hypothesis discovers a characteristic of facial beauty perception functions. We wonder if other
existing hypotheses satisfy this characteristic. Suppose a function set F , which includes all perception
functions that satisfy the WA hypothesis, that is:

F = { f | f (θg1 + (1 − θ )g2) ≥ min{ f ( g1), f ( g2)}}, (9)

where 0 ≤ θ ≤ 1. The averageness, symmetry, and golden ratio hypotheses can be modeled as functions
of geometric features. In this section, we will discuss whether these functions belong to F .

5.1 Compatibility with the Averageness Hypothesis

The averageness hypothesis demonstrates that average faces are more attractive than the faces used
to create them. A one-prototype model is suitable for this hypothesis, that is:

fa(g) = −‖g − ḡ‖. (10)

The faces near the average face will get a high attractiveness score, and those far away from the
average face will get a low attractiveness score. For ∀g1, g2 ∈ G, and ∀θ ∈ [0, 1], we have fa( g1) =
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−‖g1 − ḡ‖, fa( g2) = −‖g2 − ḡ‖, and

fa(θg1 + (1 − θ )g2) = −‖θg1 + (1 − θ )g2 − ḡ‖
= −‖θ ( g1 − ḡ) + (1 − θ )( g2 − ḡ)‖
≥ −‖θ ( g1 − ḡ)‖ − ‖(1 − θ )( g2 − ḡ)‖
= −θ‖g1 − ḡ‖ − (1 − θ )‖g2 − ḡ‖
≥ min{−‖g1 − ḡ‖,−‖g2 − ḡ‖}
= min{ fa( g1), fa( g2)}.

(11)

Hence, fa(.) ∈ F . The averageness hypothesis is compatible with the WA hypothesis.
We can also discuss the relationship between the two hypotheses from another perspective. It is easy

to see that the WA hypothesis can be generalized to

f (Aθ ) ≥ min{ f ( g1), f ( g2), . . . , f ( fM)}, (12)

where A = [ g1, g2, . . . , gM], θi ≥ 0, i = 1, . . . , M, and 1T θ = 1. Aθ is the weighted average of the ge-
ometric features of M subjects. The geometric feature of the average face, denoted by ḡ, is Aθ with
equal weights, that is, θ = 1

M . According to the averageness hypothesis, f (ḡ) is larger than the attrac-
tiveness of most original faces; thus, it must be larger than the minimal among them. Therefore, the
averageness hypothesis is compatible with the WA hypothesis.

5.2 Compatibility with the Symmetry Hypothesis

Human faces are axial symmetric. According to the symmetry hypothesis, asymmetry will decrease
the attractiveness. The symmetry can be measured by

fs(g) = −‖Sg‖, (13)

where S is a 196×196 matrix, and g is a 196×1 geometric feature. For example, if the symmetric axis
is along the y-direction, the elements of S are −1, 1, and 0. Each row of S has at most one −1 and one
1, indicating the symmetric pairs. This is the simplest design of S. Certainly, S could be more complex,
for example, allowing the weighting scheme. Anyway, S is a linear transformation.

For ∀g1, g2 ∈ G, and ∀θ ∈ [0, 1], we have fs( g1) = −‖Sg1‖, fs( g2) = −‖Sg2‖, and

fs(θg1 + (1 − θ )g2) = −‖S(θg1 + (1 − θ )g2)‖
= −‖Sθg1 + S(1 − θ )g2‖
≥ −θ‖Sg1‖ − (1 − θ )‖Sg2‖
≥ min{−‖Sg1‖,−‖Sg2‖}
= min{ fs( g1), fs( g2)}.

(14)

Hence, fs(.) ∈ F . The symmetry hypothesis is compatible with the WA hypothesis.

5.3 Compatibility with the Golden Ratio Hypothesis

The golden ratio hypothesis demonstrates that when dozens of facial ratios are equal to the golden
ratio (1.618), the faces are attractive. Recent research shows that the ideal values of the ratios are not
exactly 1.618, and they adjust the ideal values by measuring the collected face images.

One approach to model the golden ratio hypothesis is based on the Phi mask, that is, fr(g) = −‖g −
gφ‖, where gφ is the geometric feature of the Phi mask. Similar to the averageness hypothesis, it is also
a one-prototype model and fr(.) ∈ F .

We can also examine each ratio separately. The ratio-based hypothesis can be modeled as

fr(g) = −‖r(g) − r0‖, (15)
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where r(g) is the calculated ratio value given g, and r0 is the ideal ratio values. For ∀g1, g2 ∈ G, and
∀θ ∈ [0, 1], we have fr( g1) = −‖r( g1) − r0‖, fr( g2) = −‖r( g2) − r0‖. The ratio is calculated by horizontal
or vertical measurements. Suppose r( g1) = l1/l2, r( g2) = l3/l4, then

r(θg1 + (1 − θ )g2) = θl1 + (1 − θ ) l3
θl2 + (1 − θ ) l4

. (16)

We can see that when θ = 0, r(θg1 + (1 − θ )g2) = r( g2); when θ = 1, r(θg1 + (1 − θ )g2) = r( g1). Besides,
r(θg1 + (1− θ )g2) is a monotonic function of θ . Hence, r(θg1 + (1− θ )g2) is in between r( g1) and r(g2), and
−‖r(θg1 + (1 − θ )g2) − r0‖ ≥ min{−‖r(g1) − r0‖,−‖r(g2) − r0‖}, that is, fr(θg1 + (1 − θg2)) ≥ min{ fr(g1),
fr(g2)}. Therefore, fr(.) ∈ F . The golden ratio hypothesis is compatible with the WA hypothesis.

6. CONCLUSION

In this article, a new hypothesis on facial beauty perception is proposed. Instead of exploiting what
traits make a face attractive, the new hypothesis focuses on discovering the general characteristic of
the perception functions: the weighted average of two facial geometric features is more attractive than
the inferior one between them. We first test the WA hypothesis by examining computational models
learned from data and receive consistently supportive results. Then perceptual experiments are car-
ried out to further validate the hypothesis. A corollary of the WA hypothesis is that attractive facial
geometric features construct a convex set. This corollary derives a convex hull-based face beautifica-
tion method. It is more flexible than the averageness- and KNN-based beautification methods and
more robust than the SVR-based beautification method. Furthermore, we prove that the mainstream
hypotheses on facial beauty perception are compatible with the proposed hypothesis. Therefore, the
WA hypothesis is more general than other existing ones.

This work shows mutual promotion between computer science and psychology. On one hand, im-
age processing and statistical learning techniques are used to test psychological hypotheses. On the
other hand, the validated hypothesis enlightens a new face beautification method, which can facilitate
many real-life applications (e.g., aesthetic plastic surgery planning, photo retouching, entertainment,
etc.). In the future, several issues need to be investigated. First, the WA hypothesis has been validated
with female faces in this work. Whether the hypothesis is also valid with male faces requires further
research. Second, aside from geometric features, texture and color features are also important to fa-
cial beauty perception. How to quantify and normalize these features, from the perspective of facial
beauty, is still unsolved. Third, in addition to finding the discriminative traits, discovering the function
characteristics may attract more attention. This article is a beginning, not an end.

APPENDIX

A. Procrustes Superimposition

As shown in Eq. (1), the facial landmarks are represented by a 196-dimensional vector. Given a set of
landmark vectors, Procrustes superimposition can filter out the nonshape variations, including trans-
lation, scale, and in-plane rotation. It contains three steps:

(1) Center alignment: move the center of the landmarks to the origin of the coordinate system, that is,
x̃i = xi − 1

98

∑98
i=1 xi, ỹi = yi − 1

98

∑98
i=1 yi, where i = 1, . . . , 98. The vectors after center alignment are

denoted as gc.
(2) Scale normalization: normalize the vector to unit size by dividing their norms, that is,

g(0) = gc

‖gc‖ . (17)
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Fig. 16. A sketch showing the definition of the horizontal ratio between interpupil distance and eye-level face width.

(3) Iterative rotation alignment: g(0) represents the initial vectors. First, calculate the mean vector
and scale it to unit size. The mean vector is denoted by ḡ(t). Second, align all the vectors to ḡ(t) by
the rotation matrix defined as follows:

R∗
i = argmin

R

∥∥βg(t)
i R − ḡ(t)

∥∥, β ∈ R, (18)

where R is the rotation matrix, that is, R = [ cos θ sin θ

− sin θ cos θ ] , and the 196-dimensional vectors are

reshaped to 2 × 98 matrices, for example, g = [ x1 . . . x98
y1 . . . y98

]. R∗
i is given by R∗

i = U V T , where

(g(t)
i )T ḡ(t) = U�V T . The aligned geometric feature can be obtained by g(t+1)

i = g(t)
i R∗

i . Repeat the
first step and the second step until ‖ḡ(t+1) − ḡ(t)‖ < ε.

B. Explanation of Equation (16)

The detailed explanation of Eq. (16) is as follows. Geometric feature g is a 196-dimensional vector, that
is, g = {x1, x2, . . . , x98, y1, y2, . . . , y98}. For ∀g1, g2 ∈ G,

g1 = {
x(1)

1 , x(1)
2 , . . . , x(1)

98 , y(1)
1 , y(1)

2 , . . . , y(1)
98

}
, (19)

g2 = {
x(2)

1 , x(2)
2 , . . . , x(2)

98 , y(2)
1 , y(2)

2 , . . . , y(2)
98

}
, (20)

θg1 + (1 − θ )g2 = {
θx(1)

1 + (1 − θ )x(2)
1 , . . . , θy(1)

98 + (1 − θ )y(2)
98

}
. (21)

Taking the ratio between interpupil distance and eye-level face width for an example (Figure 16), we
have l1 = x(1)

q − x(1)
p , l2 = x(1)

n − x(1)
m , l3 = x(2)

q − x(2)
p , l4 = x(2)

n − x(2)
m , and

r(g1) = l1
l2

= x(1)
q − x(1)

p

x(1)
n − x(1)

m
, (22)

r(g2) = l3
l4

= x(2)
q − x(2)

p

x(2)
n − x(2)

m
, (23)

r(θg1 + (1 − θ )g2) = θx(1)
q + (1 − θ )x(2)

q − θx(1)
p − (1 − θ )x(2)

p

θx(1)
n + (1 − θ )x(2)

n − θx(1)
m − (1 − θ )x(2)

m
= θl1 + (1 − θ )l3

θl2 + (1 − θ )l4
. (24)
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